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1. The Al industry landscape .
9 What is AI? Al for leadership
3. What makes Al agentic?

4. Where Al fail
Where Al fails This course is for business leaders, not

Hands-on: engineers.

5. Procurement: a first run Identify high-value applications.

o , Assess specific business risks.
6. Demystifying the IMDA Agentic Al

Define controls and approval rules.
Governance Framework

P e =

Assign human oversight and
Hands-on: accountability.

7. Set policies for a procurement agent .
Zero coding.

8. ATLAS: governance in practice
9. Where do we go from here?
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1 Industry Landscape



1.1 Public Perception of Al
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August 26,2026

The Hugging Face incident
and the road ahead

5
OpenAl - Aug 2026
© This article is more than 4 menths old

Claude-powered AT agent’s confession
after deleting a firm’s entire database:
violated every principle I was given'’

ardian - Apr 2026°
Exclusive: US milit_ary had
close call after using Al
for false intelligence

urces say
report, sO s 2026
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August 26,2026

The Hugging Face incident
and the road ahead
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Risk in moving too quickly

ardian - Apr 2026°¢

Exclusive: US military had
close call after using Al
for false intelligence
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1.2 Gold Rush of our age

Global Al infrastructure spending forecast for 2026*
US $ 1 4 8’1‘ ~5x Apollo missions® (US$309 billion)
~3x Great Wall of China rebuild® (US$452 billion)

~1x Cumulative global datacenter spend until the
mid-2000s™

Global Al-server electricity consumption forecast for 2026**

1 7 5 TWh ~3x Singapore electricity consumption in 20242 (58 TWh)
~2x Three Gorges’ designed annual output® (88.2 TWh)

*All rough estimates
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1.3 Who Controls What in Al

Your direct control <

Your technical )
team owns

External providers <
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1. Business need

Outcomes - priorities - success metrics

2. Policy

Rules - accountability - human oversight

3. Orchestration
Workflows - integrations - approvals

4. Engineering
Tools - prompts - evaluation - deployment

5. Infrastructure
Inference - latency - capacity - cost

data
centres

model

dev network

chips power
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> This workshop.

> Background.
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. Ehat is AI?



2.1 What Does “AI” Mean?

« "AI” is a marketing and technical term
» From rule-based systems to neural networks
» Promises to revolutionize everything

- Massive returns in software, marketing, etc.
» Just starting in some conservative industries.

 Turn decisions into a commodity.*

Not magic

ocelliq.com/astar-Ir 10/ 78


https://www.predictionmachines.ai/

2.1 What Does “AI” Mean?

« "AI” is a marketing and technical term ]evons p aradox 2°
» From rule-based systems to neural networks

» Promises to revolutionize everything Al won’t make working easier.

« Massive returns in software, marketing, etc. It raises the bar for everyone

» Just starting in some conservative industries. and increases competition.

The only competitive moat left

 Turn decisions into a commodity.* is your speed of integration

Not magic Adopt early, or get left behind.
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2.2 What is a Large Language Model?

An LLM is Fancy Autocomplete

An LLM predictsithe) next token / word / step

An LLM predicts thel next token given / using / from

An LLM predicts the next token given cvery /all/ the

An LLM predicts thel next token given |every thing / word / token

An LLM predicts the next token given everything before /so/in

An LLM predicts the next token given everything before “"/ "’/ “and”
An LLM predicts the next token given everything before . (end)/It/ This
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An LLM predicts thel next token given / using / from

An LLM predicts the next token given cvery /all/ the

An LLM predicts thel next token given |every thing / word / token

An LLM predicts the next token given everything before /so/in

An LLM predicts the next token given everything before “"/ "’/ “and”
An LLM predicts the next token given everything before . (end)/It/ This

1 token ~ % of an English word, a punctuation mark, or a digit.*

Unit of computation: pay per token in and out. The context window is sized in tokens.
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2.3 What is a Large Language Model?

An LLM is Fancy Autocomplete

» Blocks of linear algebra
» arranged in creative ways
» trained on every scrap of human media
» unimaginable amounts of computation
» learn statistical patterns, not explicit
rules about the world

« Behaviour surprisingly emerges at scale
» Exhibits strengths and weaknesses very
different from humans
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2.3 What is a Large Language Model?

An LLM is Fancy Autocomplete

o Blocks of linear algebra LLMs are black boxes: we have ability to
» arranged in creative ways predict and explain their behaviour.

» trained on every scrap of human media LLM:s are stochastic: Identical runs often

» unimaginable amounts of computation produce different output.

» learn statistical patterns, not explicit

rules about the world e Sunny skies *, 30°C.

e 30°C with plenty of sunshine.

» Behaviour surprisingly emerges at scale It's sunny and 30°C today.

» Exhibits strengths and weaknesses very

different from humans Agent engineering extracts useful work

despite these limits.
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2.4 Cost of Al
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Cost per task (100K input / 8K output tokens), log scale
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2.5 Cost of Al by Lab (Closed-Source)
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2.5 Cost of Al by Lab (Closed-Source)
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2.6 Cost of Al by Launch Date New B — 12+ months
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2.6 Cost of Al by Launch Date New B — 12+ months
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2.7 Cost of Al by Minimum CAPEX
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3 » What makes Al Agentic?




3.1 What makes Al Agentic?

« Other agents

\ 4 \ 4

Simple LLM Agentic Al
[ Your prompt J [ Your prompt
T agentic loop |
v ( A
2 v Tools
v , 3 [ LLM ] « Web search
s E « Code execution
Inference = v ‘ :
oy ™ « File read/write
T [ Harness I « MCP Tools
E _.él_,'j : « APIs / databases
1 |7, |
T
1 > !
o
W 1
=

[ Done j [ Done j L Sl )
I
“Given this question, what do I answer?” “Given this goal, what do I do next?”

A agent is an LLM with a harness, which provides tools to interact the world.
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3.2 Anatomy of an Agent

Tools include:

. Sending and receiving emails/messages Agentic Al

Interacting with your ERP software { T

» Approving/denying transactions

. . agentic loop %
« Controlling machines R a \
o Performing scientific analysis . ' Tools
) g Y E 3 E { LLM } « Web search
 Spending money or resources N + Code execution
R . | 5 E v « File read/write
» Reserving rooms SR [ Harness ]: D Tools
i3 . 1 (D] 1
» Purchasing equipment 2 + APIs / databases
. E S « Other agents
 Connecting to a database B |
2 [ —— } Skills
° a . . o) L )
Skills are human-language instructions on

how to do something.
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3.3 What does this look like?

o Ever yday Al apps hide what Your input — What is the weather today?
happens behind the scenes.
, ® Thinking
 Today, you'll get a first taste
of the professional Al tools Bash Fetch current weather by IP location
your teChnical teams use. Tool call — curl -s --max-time 10 'wttr.in/?format=4'
« You'll see the full trace: your Tool output — Singapore, , SG: %+29°C Be<13kn/h

input, tool calls, tool outputs,
® Singapore right now: cloudy, 29°C, wind 13 km/h

and the agent’s response. Agent output —
from the east.
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LLM intelligence
, # Human intelligence




4.1 LLM intelligence fails in common ways

LLMs fail in common ways that are a foreseeable source of business risk.

- Overconfidence
expresses certainty independent of correctness.*

. Hallucinations
invents facts, citations, or details that sound plausible.

. Credulity/Sycophancy

accepts falsehoods or agrees with you despite contradictions.*!

- Theory-of-mind / world-model failure
misjudges what people know or how actions affect the world.* > Al Alignment

. Specification gaming / reward hacking
exploits a rule or reward while missing the intended goal.*
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4.2 Theory of Mind: Understanding Intentions

Project Vend: an Al shopkeeper®’ A -
Anthropic ran an experiment with an Al Fonier e Team. oty

. Project Vend: Can Claude run a small
shopkeep er that could set prices. shop? (And why does that matter?)

Jun 27, 2025

- Employees persuaded it to offer discounts
and give away stock.

« 25% employee discount when
approximately 99% of customers were
employees.

« Products sold below cost; the shop lost

money.
9 We let Claude manage an automated store in our office as a small business for
S ho uld the age nt re p re S e nt the Owne r S about a month. We learned a ot from how close it was to success—and the
curious ways that it failed—about the plausible, strange, not-too-distant future in
h ) ‘? which AI models are autonomously running things in the real economy.
or shoppers’ interests:

Anthropic partnered with Andon Labs, an Al safety evaluation company, to have
Claude Sonnet 3.7 operate a small, automated store in the Anthropic office in San

Francisco. AnthrOpiC - 27 ]une 2025
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4.3 Hallucinations

Hallucination: the model = @\ Politics el el eCrunch”
states something confidently,  rourcs - s un reao triggers US military
fluently, and wrong. Exclusive: US military had operation
close call after using Al
An American military Al for false intelligence Aditya Mehta — 4:12 PM PDT - September 18, 2026

hallucinated nuclear report, sources say

SEP 19, 2026 v
By g Katie Bo Lillis, @Zachary Cohen

IMAGE CREDITS: PETER DAZELEY / GETTY IMAGES

weapons components on a

Chinese VGSSGI’ S cargo Military aircraft were already in the air
this spring when U.S. officials made an
alarming discovery: The intelligence
driving an armed operation against a
Chinese vessel had been hallucinated
by an Al chatbot. The operation was
aborted at the last minute, narrowly
averting a potential conflict with China,
CNN reported on Friday.

manifest.”

“entirely false” but it also
“almost started a war”
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https://ktvz.com/politics/cnn-us-politics/2026/09/18/exclusive-us-military-had-close-call-after-using-ai-for-false-intelligence-report-sources-say/
https://techcrunch.com/2026/09/18/ai-hallucination-nearly-triggers-us-military-operation/

4.4 Hallucinations

low-count LegMod-Unet  Med-DDPM Reference

Al-enhanced PET/SPECT denoising can look
“visually compelling and nearly
indistinguishable” from a reference scan —
while inventing lesions or erasing real ones.>

. “
0.086 Xia et al. - DREAM - Fig. 5%
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4.5 Hallucinations

South Africa withdrew its 8 s =

Africa

draﬂ AI pOlicy. South Africa withdraws Al policy due to fake Al-

generated sources

Source: Reuters

Its reference list contained fictitious
sources that appeared to have been
generated by AL*

“Al-generated citations were included
without proper verification. This
should not have happened.”

Solly Malatsi, Minister of Communications and Digital
Technologies

... Reuters / MyJoyOnline*’
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https://www.reuters.com/world/africa/south-africa-withdraws-ai-policy-due-fake-ai-generated-sources-2026-04-27/
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; . Procurement: a first run




5.1 The procurement case

What we are buying: the ARER-300 test platform

Executive Approval Committee

A reliability test chamber that stresses many specimens at once with heat, mechanical load
and electrical bias, and records when and how each one fails.

Capacity Stress ranges Budget ceiling In service

48 specimens in —-40 to 125 °C, 500 $$450,000 ex GST Jan 2027 to Mar
nnnnnn N, 24V 2030

A complex procurement for a research test platform:

Five suppliers offer different machines with overlapping capabilities.
Stakeholders: the PI, Procurement, Finance, Evaluation Panel and Executive
Approval Committee.

Compare technical capability, total cost, acceptance dates and years of support.

86 pages across 47 PDFs: grant records, tender requirements, bids, clarifications and
evaluation material.
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5.2 A convincing recommendation

Executive Approval Committee

I Recommendation: select Northstar, the top-scoring bid at $$348,000 ex GST

MANDATORY COMPLIANCE SCORES AFTER GATE

VENDOR GATE DECISIVE BASIS Northstar

Northstar PASS M1-M7 satisfied I 91.8
$$348,000 ex GST

Meridian PASS M1-M7 satisfied L
Meridian

. e | 86.2

Helix PASS M1-M7 satisfied S$391 ,500 ex GST

Peregrine FAIL M3: capacity below requirement Helix
| 814

Aperture FAIL M1/M2: over budget and late 5$422,000 ex GST

We asked Al to cut through the paperwork and check everything.
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5.2 A convincing recommendation

Executive Approval Committee

Q

I Recommendationgselect Northstar The top-scoring bid at $$348,000 ex GST

MANDATORY COMPLIANCE SCORES AFTER GATE
VENDOR GATE DECISIVE BASI Northstar
Northstar ASS M1-M7 satisfie -3 91.8
5$348,000 ex GSP
Meridian ASS M1-M7 satisfieég
Meridian
. . | 86.2
Helix PASS M1-M7 satisfied S$$391 ,500 ex GST
Peregrine FAIL M3: capacity below requirement Helix
| 5 81.4
Aperture FAIL M1/M2: over budget and late 2$422,000 ex GS
1. Wrong supplier 4. M2 wrongly passed 5. Misses support extension

2. M6/M7 wrongly passed 5. Price conflict ignored
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5.2 A convincing recommendation

Executive Approval Committee

Q

I Recommendationgselect Northstar The top-scoring bid at $$348,000 ex GST

MANDATORY COMPLIANCE SCORES AFTER GATE
VENDOR GATE DECISIVE BASI Northstar
Northstar ASS M1-M7 satisfie -3 91.8
5$348,000 ex GSP
Meridian ASS M1-M7 satisfieég
Meridian
. . | 86.2
Helix PASS M1-M7 satisfied S$$391 ,500 ex GST
Peregrine FAIL M3: capacity below requirement Helix
| 5 81.4
Aperture FAIL M1/M2: over budget and late 2$422,000 ex GS
1. Wrong supplier 4. M2 wrongly passed 5. Misses support extension

2. M6/M7 wrongly passed 5. Price conflict ignored

Now: Understand the procurement problem.
Later: Use governance principles to make the process reliable.
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5.3 Your Al workspace

Explorer

~ ai-for-Ir [Codespaces: psychi...

> .course

> .devcontainer

> vscode

> case

> media

> skills

@ dockerignore
attribution.schema.json

¥ CLAUDE.md u

@ README.md

¥ TASK3-PROMPT.md

<
©

Q
S
&
&'
C))
*

> Outline

€§3 > Timeline
3 Codespaces: psychic space garbanzo [ RNERCElFS NN CI RPN
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ai-for-Ir [Codespaces: psychic space garbanzo]

Show All Commands
Find in Files

Go to File

Ctrd

Ctrl

+ shift + P

+ Shift + F

crl + P

fEOoED

Claude Code o X

Untitled ® ®

¥ Claude Code
|
Use planning mode to talk through big changes
before a commit. Press | sh
between modes.
e nroc ] e
+ Opus 5.5 Medium 45 Auto

Layout: US 3k Claude Code [
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5.3 Your Al workspace

<
©

Q
S
&
&'
C))
*

ai-for-Ir [Codespaces: psychic space garbanzo] (I D= |

Expl Claude C .
xploter “*7 Click to open Claude
v ai-for-Ir [Codespaces: psychi... Untitled

if the chat is missing

.course

.devcontainer

vscode
\

media
skills
@ dockerignore

>

>

>

> case

5 |
>

attribution.schema.json
¥ CLAUDE.md u
@ README.md
¥ TASK3-PROMPT.md

Files Current Document

Use plan hanges

before a commit. Press to cycle

between modes.

Show All Commands Ctrl + shift + P
Find in Files Ctrl + Shift + F
Go to File cul + P
e nroc ] e
> Outline —+ Opus 5.5 Medium 4 Auto

€§3 > Timeline
3 Codespaces: psychic space garbanzo [ RNERCElFS NN CI RPN Layout: US 3k Claude Code [
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5.4 Ask your agent

Understand the case

Explain the procurement case to me in plain language.
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5.4 Ask your agent

Understand the case

Explain the procurement case to me in plain language.

Also try

Explain this case in two sentences for our finance
director. Specify target audience

Explain what we are buying, why we need it, and what the
different documents cover. Specify a structure

Explain what an encabulator does to someone without a
technical background. Use an analogy. Explain unfamiliar terminology
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5.5 Starter tasks: make a procurement brief

1. Identify the sources
Which documents specify the requirements and criteria?

2. Develop the prompt

procurement brief in BRIEF.md Let AI help you write the prompt.
3. Run it

Run an agent with that prompt. Don’t let it read submitted bids
and earlier evaluation results. ~3 min
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5.5 Starter tasks: make a procurement brief

1. Identify the sources
Which documents specify the requirements and criteria?

2. Develop the prompt

procurement brief in BRIEF.md Let AI help you write the prompt.
3. Run it

Run an agent with that prompt. Don’t let it read submitted bids
and earlier evaluation results. ~3 min

Why do we prevent it from reading submitted bids?
We’'ll come back to this!

ocelliq.com/astar-Ir 32/78



5.6 Starter tasks: make something useful

Make a presentation

explaining this procurement: what we need, how we will evaluate
the bids, and the questions still to resolve.

—— /pptx skill helps your agent create PowerPoint slides.

Also try

Include a pie chart showing the weights of the scored
evaluation criteria. Label each slice with 1its percentage.

Open the presentation your agent creates.
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5.7 Optional: check a claim from the slides

five errors identified against the original case documents, and
tell me what the correct answers are.

—— /slides skill gives your agent our slides.
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5.8 Understand /usage and /context

/usage: how much have I used? /context: what is taking up space?

Account & Usage Context usage

ACCOUNT global-anthropic.claude-opus-5-5

125.8k / 200.0k tokens (63%)
|

Auth method Anthropic Console

USAGE CATEGORY TOKENS USAGE

Session System prompt 2.1k

Total cost $2.54 System tools 11.1k

Total duration (API) 7m 8s MCP tools 175

Memory files 221

Total duration (wall) 34m 14s

Skills 2.0k

Total code changes 0 lines added, 0 lines removed

Messages
Usage by model

Opus 5.5

150 input, 21.9k output, 5.3m cache read, 208.8k cache write ($2.54)

Autocompact buffer
Free space

Sonnet 5
112 input, 18 output, 0 cache read, 922 cache write ($0.0027)

MEMORY FILES

Jworkspaces/ai-for-Ir/CLAUDE.md
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6 , Governing Agentic Al




6.1 Humans are still in charge

A COMPUTER
CAN NEVER BE HELD ACCOUNTABLE

THEREFORE A COMPUTER MUST NEVER
MAKE A MANAGEMENT DECISION

Attributed to IBM internal training, 1979

ocelliq.com/astar-Ir

Even if Al does the work,

This is why a human must
remain accountable for what

Al does.
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6.2 IMDA Model Governance framework

IMDA Model AI Governance Framework for Agentic Al
Ve (v1.5, May 2026)**

It gives you the structure and tools to weigh risks and write

policies for your own organization.

MODEL Al GOVERNANCE
FRAMEWORK FOR AGENTIC Al
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https://www.imda.gov.sg/-/media/imda/files/about/emerging-tech-and-research/artificial-intelligence/mgf-for-agentic-ai.pdf

6.2 IMDA Model Governance framework

IMDA Model AI Governance Framework for Agentic Al
Ve (v1.5, May 2026)**

It gives you the structure and tools to weigh risks and write

policies for your own organization.
MODEL Al GOVERNANCE

FRAMEWORK FOR AGENTIC Al Others include:
- ue | ISO/IEC 42001% OWASP*
| Al management Agentic Al
systems Threats and
e 2129 Ag:nti_c_Al - Threats Mitigations
and Mitigations
=
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https://www.imda.gov.sg/-/media/imda/files/about/emerging-tech-and-research/artificial-intelligence/mgf-for-agentic-ai.pdf
https://www.iso.org/standard/42001
https://genai.owasp.org/resource/agentic-ai-threats-and-mitigations/

6.3 The Four Pillars **

Assess and bound the risks upfront

o= e is an agent appropriate? what is the minimum
authority it needs? what’s the blast radius?

Make humans meaningfully accountable
e name individuals, responsibilities, and require human
MODEL Al GOVERNANCE o .
FRAMEWORK FOR AGENTIC Al approval at real decision points.
C Implement technical controls and processes
e enforce access and action limits at the infrastructure

level, not only in the prompt.

Enable end-user responsibility

e equip end-users and consumers to operate and

oversee the agent responsibly.
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6.4 The Seven Risks **

Seven Risks
1. Erroneous actions

2. Unauthorized actions ,
old risks, new target

3. Biased or unfair actions ‘ well-understood problems, established mitigations
4.Data breaches

5. Disrupt connected systems J

6.Speed and volume } risk multiplier

7. Cascading effects speed and reach outrun existing safeguards

Four Pillars
A. Assess and bound risks
B. Make humans accountable
C.Technical controls
D. Enable end-user responsibility
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6.5 Even the Experts Get Burned

Seven Risks
X Erroneous actions ganNclAw

X Unauthorized actions

. . . ? Summer Yue £
Blased or unfalr actions " Nothing humbles you like telling your OpenClaw “confirm before acting”

and watching it speedrun deleting your inbox. | couldn’t stop it from my
phone. | had to RUN to my Mac mini like | was defusing a bomb.

Data breaches

Disrupt connected systems R ALLERIRN OpenClaw FRIBIEIMI", AEEBBEETHES
X Speed and volume Egzﬁiﬁi}t)\ﬁﬂﬁﬂTa BREEIFHELE, REERFE—HFRRE

Cascading effects

Four Pillars
X Assess and bound risks .
Make humans accountable

x Technical controls I had to run to my Mac mini like I was defusing a bomb.

Enable end-user responsibility — Summer Yue

ocelliq.com/astar-Ir 41/ 78


https://x.com/summeryue0/status/2025774069124399363

6.5 Even the Experts Get Burned

Seven Risks Technical Controls
x Erroneous actions Move emails to trash; disable permanent deletion.
x Unauthorized actions Only allow deleting emails received in the last 24
3. Biased or unfair actions hours.

4.Data breaches

5. Disrupt connected systems

X Speed and volume Max 10 deletions per run; human approval to
7.Cascading effects continue.

Four Pillars
x Assess and bound risks
B. Make humans accountable
X Technical controls

D. Enable end-user responsibility
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6.6 Getting It Wrong: Klarna

Seven Risks
1. Erroneous actions
2.Unauthorized actions
X Biased or unfair actions
4.Data breaches
5. Disrupt connected systems
6.Speed and volume
7.Cascading effects

Four Pillars
A. Assess and bound risks
X Make humans accountable
C.Technical controls
D. Enable end-user responsibility

ocelliq.com/astar-Ir

Klarna

Customer support that went “too far”

 Feb 2024: claimed work of 700 reps, projected $40M
profit boost*®

 Quality decayed on disputes, fraud, bereavement

« May 2025: CEO walked it back®

» “what you end up having is lower quality”
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https://www.prnewswire.com/news-releases/klarna-ai-assistant-handles-two-thirds-of-customer-service-chats-in-its-first-month-302072744.html
https://www.bloomberg.com/news/articles/2025-05-08/klarna-turns-from-ai-to-real-person-customer-service

6.7 Getting It Wrong: Bee Cheng Hiang °°

Seven Risks THESTRAITS TIMES 5 ==
X Erroneous actions
2. Unauthorized actions Bee Cheng Hiang customers’ e-mail addresses
3. Biased or unfair actions exposed in first case of Al-related data breach
x Data breaches in S’pore
5. Disrupt Connected Systems Sign up now: Get ST's newsletters delivered to your inbox

X Speed and volume
7.Cascading effects

Four Pillars

X Assess and bound risks

X Make humans accountable
x Technical controls Agent exposed recipients’ email addresses by
D. Enable end-user responsibility putting them in “To” instead of “BCC”.
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https://www.straitstimes.com/tech/bad-ai-prompt-exposes-bee-cheng-hiang-customers-e-mail-addresses-in-first-case-of-ai-related-data

6.8 Getting It Wrong: Replit **

S Risk
CVER BISKS BUSINESS INSIDER =

1. Erroneous actions
X Unauthorized aCtionS Midterm Elections : Wheretolnvest $10K :@ VClinsider Signup : PrimeDay Deals

3. Biased or unfair actions
Al

. D?ta breaches Replit's CEO apologizes after its Al agent
X Disrupt connected systems . : .
= Sl oo wiped a company's code base in atest

- Opeea and voIe run and lied about it

x Cascading effects

By Lee Chong Ming =+ Follow
Four Pillars
X Assess and bound risks

B. Make humans accountable

X Technical controls

D. Enable end-user responsibility Deleted live business data despite a code freeze.
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6.8 Getting It Wrong: Replit **

Seven Risks
1. Erroneous actions
X Unauthorized actions
3. Biased or unfair actions
4.Data breaches
X Disrupt connected systems
6.Speed and volume
x Cascading effects

Four Pillars
X Assess and bound risks
B. Make humans accountable
X Technical controls

Technical Controls

| Automatic backup before every change.

v Enable end-user responsibility | Restore from backup in one click.
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Set Policies for a
, Procurement Agent




7.1 Procurement Agent

INGEST VERIFY DRAFT REVIEW
© Aperture

&l Helix
Prepare J @  Meridian Synthesme} Write
brief y J & score | slide

& Northstar

( 2 Peregrine

Understand Check each bid for Score each correct bid using Present
requirements completeness and correctness the competitive criteria

Back to our case: design and build a repeatable and dependable Al procurement advisor.
Your technical team has proposed breaking the problem into different agents handling

different parts. You set the policies and human review points.
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7.1 Procurement Agent

INGEST VERIFY DRAFT REVIEW
© Aperture
l &l Helix

Prepare (A iy \ Synthesize | Write
A "D Meridian /: & score | slide

& Northstar

o Peregrine

Understand Check each bid for Score each correct bid using Present
requirements completeness and correctness the competitive criteria

without access to the bids?

—— /imda-ai equips your agent with the IMDA framework.
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7.2 Use the framework with your agent

Seven Risks
1. Erroneous actions
2.Unauthorized actions
v Biased or unfair actions
4.Data breaches
5. Disrupt connected systems
6.Speed and volume
v Cascading effects

Four Pillars
v Assess and bound risks
B. Make humans accountable
v Technical controls
D. Enable end-user responsibility
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INGEST VERIFY
© Aperture
1 &l Helix
Prepare » D Meridian
brief —

& Northstar

NV

Y  Peregrine
Understand Check each bid for

requirements completeness and correctness

If an agent can’t see the bids, they can’t influence the
criteria and unfairly privilege one of the bidders.
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7.3 Verity: why separate agents?

INGEST

Prepare

brief

Understand
requirements
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VERIFY DRAFT REVIEW
—} © Aperture
( -/z\- . )
( 1 | Synthesize Write
» 22  Meridian ~ Y 1 :
= / & score | slide
&  Northstar
S  Peregrine
Check each bid for Score each correct bid using Present
completeness and correctness the competitive criteria
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7.3 Verity: why separate agents?

INGEST VERIFY DRAFT REVIEW

—> ( © Aperture

&l Helix \
Prepare J o Meridian | ] Synthesizew Write
brief = / & score | slide
( 4

& Northstar

( b4 Peregrine

Understand Check each bid for Score each correct bid using Present
requirements completeness and correctness the competitive criteria

Separate agents prevent each bidder’s evidence from influencing another’s evaluation.
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7.4 Verity: what else could go wrong?

Assume each verifier has a correct BRIEF.md and access to only
its assigned bid. What other risks remain? Use /imda-ai.
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7.4 Verity: what else could go wrong?

Assume each verifier has a correct BRIEF.md and access to only
its assigned bid. What other risks remain? Use /imda-ai.

Also try

Explain the biggest remaining risk in two sentences for our
evaluation pan el. Specify target audience

Make a table linking each failure to its procurement impact
and 1ts IMDA risk category. Specify a structure

How could a verifier incorrectly pass a bid? Probe a failure
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7.5 Choose a risk and manage it

Risk / impact Severity / Proposed control / residual Human Test / evidence
likelihood owner
Evidence crosses High: bias Proposed: bidder-only read mount Technical Planned: each bidder agent
bidder contexts risk and tool identity; no shared lead requests another bidder file. Keep
memory; strict output schema. all five denial logs; not run.
b,'_nler assetssmerlﬁ Medium: Medium: orchestration or
IsCosUre to another — shared permission mistakes remain.
bidder. context

Pick one risk from your agent’s suggestions that you want to address.

Help me develop a control for [chosen risk]. Offer 2-3 options
with tradeoffs, and guide me to choose the policy.

Also try

Interview me like a senior executive and use my responses
to craft the policy.
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7.6 Make a Presentation

Risk / impact Severity / Proposed control / residual Test / evidence
likelihood
Evidence crosses High: bias Proposed: bidder-only read mount  Technical Planned: each bidder agent
bidder contexts risk and tool identity; no shared lead requests another bidder file. Keep
memory; strict output schema. all five denial logs; not run.
(LjJ_nfTir assetssmerltr,; Medium: Medium: orchestration or
ISCIOSUr€ Lo another — shared permission mistakes remain.
bidder. context
Unsupported PASS or High: gate Proposed: claim-source ledger; Evaluation Planned: seed conflicting dates
invented amendment bypass check formal addenda; human panel chair and an absent amendment.

confirms every mandatory gate. Require unresolved status and

ligible bid 4 _ escalation; not run.
Ineligible bid proceeds  Medium: Medium: source ambiguity needs

IRl lE ambiguous human judgement.
text

controls, residual risk, owners and tests. Flag gaps.
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7.7 Verity: check each oftered commitment

Seven Risks . What if it hallucinates a date or price?
1. Erroneous actions
2.Unauthorized actions
3. Biased or unfair actions
4.Data breaches
5. Disrupt connected systems
6.Speed and volume

7.Cascading effects

Four Pillars
A. Assess and bound risks
B.Make humans accountable
C.Technical controls
D. Enable end-user responsibility
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7.7 Verity: check each oftered commitment

Seven Risks
1. Erroneous actions
2. Unauthorized actions
3. Biased or unfair actions
4.Data breaches
5. Disrupt connected systems
6.Speed and volume
7.Cascading effects

Four Pillars
A. Assess and bound risks
B.Make humans accountable
C.Technical controls
D. Enable end-user responsibility

ocelliq.com/astar-Ir

What if it hallucinates a date or price?

Mitigations

- Trace each value: quote the source and exact

clause or row.

- Recalculate: have the agent check totals and

date arithmetic with a calculator.

- Stop on uncertainty: keep missing or
conflicting values unresolved; escalate to a

human.

« Human review: require the Panel to check
decisive evidence before accepting a pass.
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7.8 Optional: test your mitigation

convincing recommendation”? Explain how.

Also try

Propose a concrete error that my mitigation would catch.
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7.9 Optional: run the evaluation

Process the bids using the agent in AGENT-DESIGN.md.

Also try

/procurement-ingest-check Check BRIEF.md for errors

the original sources and /imda-ai. ~8 minutes

—— Ask the agent to challenge assumptions and find flaws.
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ATLAS:
8 » governance in practice




Effective governance gives
you confidence to pursue

high-risk goals.

ATLAS shows how this works in practice.



8.1 IMCB ATLAS

ATLAS is IMCB’s Al business intelligence platform.

It answers questions about grants, personnel, and contracts
where facts are spread across many business units.
« “What is the current renewal/mid-grant reporting?”

“Is the grant extension pending any signatures?”
“Has this PA stalled out?”
“Was the virement complete before the tender?”

Answering some of these questions can take days.

High-risk application of Al

- Consumes a variety of business function documents
(LOA, PA, Contracts, etc.)
« May be used to make business decisions
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8.2 IMCB ATLAS: Document Flow

Seven Risks
1. Erroneous actions
2. Unauthorized actions
3. Biased or unfair actions
4.Data breaches
5. Disrupt connected systems
6.Speed and volume
7.Cascading effects

Four Pillars
A. Assess and bound risks
B. Make humans accountable
C.Technical controls
D. Enable end-user responsibility

ocelliq.com/astar-Ir

Producers Consumers
ED ED
PI 1 . PII
PI 2 // PI 2
Contracts Contracts
HR HR
Tech-biz Tech-biz

______________________________

Each business unit continuously submits
paperwork as they produce it.
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8.2 IMCB ATLAS: Document Flow

Seven Risks
1. Erroneous actions
2. Unauthorized actions
3. Biased or unfair actions
4.Data breaches
5. Disrupt connected systems
6.Speed and volume
7.Cascading effects

Four Pillars
A. Assess and bound risks
B. Make humans accountable
C.Technical controls
D. Enable end-user responsibility

ocelliq.com/astar-Ir

Producers Consumers
ED ED
PI1 PI1
PI 2 s PL2
Contracts Contracts
HR HR
Tech-biz Tech-biz

______________________________

ATLAS answers questions for consumers,
depending on their role.
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8.3 Unauthorized access & data breach

Seven Risks Producers ATLAS Consumers
1. Erroneous actions ED PA ED
2.Unauthorized actions
3. Biased or unfair actions PI 1 LOA . PI1
4.Data breaches \ /
5. Disrupt connected systems Pl2 \ PI 1 Project Update - Pl2
6.Speed and volume \ . |
7. Cascading effects Contracts PI 2 Project Update Contracts
Four Pillars HR Appraisal HR
A. Assess and bound risks j
B. Make humans accountable Tech-biz Licensing Tech-biz
C.Technical controls e
D. Enable end-user responsibility If everyone uses the same chatbot, what stops it

revealing documents they shouldn’t see?
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Seven Risks
1. Erroneous actions
2. Unauthorized actions
3. Biased or unfair actions
x Data breaches
5. Disrupt connected systems
6.Speed and volume
7.Cascading effects

Four Pillars
A. Assess and bound risks
B. Make humans accountable
C.Technical controls
D. Enable end-user responsibility

ocelliq.com/astar-Ir

Producers

ED

PI1

PI 2

Contracts

HR

Tech-biz

8.4 Unauthorized access & data breach

_________ ATLAS  Consumers
PA ED
LOA PI1

\ \ PI 1 Project Update

\ PI 2 Project Update

Appraisal

Licensing

-

7

PI 2

Contracts

HR

Tech-biz

What if PI 1 reads PI 2’s private data?
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8.4 Unauthorized access & data breach

Seven Risks Producers ATLAS Consumers

______________________________

1. Erroneous actions ED PA ED
X Unauthorized actions

3. Biased or unfair actions PI 1 LOA - PI1
4.Data breaches ; /
5. Disrupt connected systems P 2 | P11 Project Update [* »  PI2

6.Speed and volume

7. Cascading effects Contracts PI 2 Project Update Contracts
Four Pillars HR Appraisal HR

A. Assess and bound risks

B. Make humans accountable Tech-biz Licensing Tech-biz

______________________________

C.Technical controls
D. Enable end-user responsibility What if PI 1 writes into PI 2’s project?
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8.4 Unauthorized access & data breach

Seven Risks Producers ATLAS Consumers

______________________________

1. Erroneous actions ED PA ED

v Unauthorized actions 5

3. Biased or unfair actions [ PI1 LOA /l PI1
v Data breaches

5. Disrupt connected systems PI 2 \ PI 1 Project Update P12
6.Speed and volume

7. Cascading effects Contracts Contracts

Four Pillars HR ‘ Appraisal | HR

A. Assess and bound risks

B. Make humans accountable Tech-biz Tech-biz
C.Technical controls e |
D. Enable end-user responsibility Policy: When PI 1 uses ATLAS, it can only read

or write PI 1’s authorised documents.
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8.5 Unauthorized access: policy and control

Seven Risks
1. Erroneous actions
2.Unauthorized actions
3. Biased or unfair actions
4.Data breaches
5. Disrupt connected systems
6.Speed and volume
7.Cascading effects

Four Pillars
A. Assess and bound risks
B. Make humans accountable
C.Technical controls
D. Enable end-user responsibility

ocelliq.com/astar-Ir

The risk
Users may access documents (reading or writing)
they are not supposed to, leaking business secrets.

Policy questions

« Who may read which facts?

« Who may write, and to which records?

« How is access revoked when someone leaves?

o Are there more fine-grained controls for
information?

Technical control: Role-Based Access Control
ATLAS can only read/write documents the user has
access to.
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8.6 Erroneous action

Seven Risks Producers ATLAS Consumers

______________________________

1. Erroneous actions D PA ED
2. Unauthorized actions

3. Biased or unfair actions PI 1 LOA ™M . PI1

4.Data breaches ; /

5. Disrupt connected systems PI2 | P11 Project Update A\ PI2

6.Speed and volume | |

7. Cascading effects Contracts PI 2 Project Update Contracts
Four Pillars HR Appraisal HR

A. Assess and bound risks j

B. Make humans accountable Tech-biz ’% Licensing Tech-biz

______________________________

C.Technical controls
D. Enable end-user responsibility What if the LLM misfiles the document?
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8.7 Cascading effects

Seven Risks Producers ATLAS Consumers
1. Erroneous actions ED PA : ED
2.Unauthorized actions ; /’
3. Biased or unfair actions PI 1 LOA - PI1
4.Data breaches ; /
5. Disrupt connected systems P12 /| P11 Project Update / s Pl2
6.Speed and volume | /
7.Cascading effects Contracts [ 1| PI 2 Project Update | Contracts
Four Pillars HR ; Appraisal ; HR
A. Assess and bound risks |
B. Make humans accountable Tech-biz ’% Licensing Tech-biz
C.Technical controls oo
D.Enable end-user responsibility What if the error cascades into downstream

business decisions?
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8.8 How should humans check ATI’s filing?

Seven Risks Information is risky depending on its use

1. Erroneous actions . A grant sl Al fin

2.Unauthorized actions : « S :
» an internal “congratulations” email, vs.

3. Biased or unfair actions
4.Data breaches

5. Disrupt connected systems

» used to extend staff contracts.

Set policies to balance the risk of using information

6.Speed and volume with the effort of checking it.

7.Cascading effects Policy questions

Four Pillars « Which conclusions are high-risk and need

. immediate human verification?
A. Assess and bound risks _ .
« Which conclusions are safe to check only when
B. Make humans accountable o
, an error is discovered?
C.Technical controls .
« Once an error is discovered, who owns the

D. Enable end-user responsibility :
correction?
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8.9 Erroneous action: policy and control

Pillar B: Make humans meaningfully Pillar D: Enable end user responsibility

accountable
How can we ensure consumers are not led

How can we get producers to verify that astray by ATLAS?

ATLAS understands documents correctly? :
- Every answer reports its sources and

- Every document type has one named corroboration.

owner (grants office, HR, procurement) « Provide a mechanism for reporting wrong
« ATLAS only flags potential issues, and answers and feeding back.

records the human’s exact decision. o Set risk-based policy for level of scrutiny:.

How can we reduce review fatigue while
keeping human oversight effective?

ocelliq.com/astar-Ir 64 /78



8.10 Human oversight in practice

Consumer View (example)

“Total grant value is $1,225,600. It’s our responsibility to
design ATLAS defensively,
against foreseeable risks.

Available balance is $318,400 The “easy” path must be
the safe path, and it must

fit cleanly into existing

Staff contracts end on 30 June 2027 processes.

Al check failed, request human
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8.11 Governance from the start

S N
SN

¥

) )
o ATLAS is in early development at
IMCB.

We're designing these controls in from
the start.

[u—
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9 » Where do we go from here?




9.1 Workflows get complicated

Web  (raft
&
Search agent A] [ Slides ]—» GATE

revise

@ | reject
Search agentB] -------- - X SynthesizeH Email ]—> GATE

|
Search agent C]

Critic [ Log ]—» GATE

Today, we've only scratched the surface.

Al engineering offers new and effective tools for putting policy into practice.
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9.2 The future of Al

Regulation Commercial strategy

« New regulations on the use of Al o Resist vendor lock-in
» EU AI Act; South Korea’s Al Basic Act » Pace of development means long-term
» China’s Al-content labelling value is hard to predict
» Claude Fable 5 export ban » Expensive value-added services may be

« Guardrails to restrict frontier intelligence much cheaper or obsolete in months

+ Synthetic biology research » Keep your data exportable and your

workflows portable

o Increased interest in “local” models

< Paswidles Sreedlen emcl aarmial o Assess the full cost of ownership

: : » Account for governance and oversight
— sometimes cost savings

. . > k
» Hardware depreciates quickly Measure benefit on your tasks

» Scale when the results justity it
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9.3 Build something you trust.

Start small

| We're living through a
Automate part of it moment of extraordinary
Keep humaln oversight possibility.
Make evidence checkable The next chapter is ours
Build confidence to shape.
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Help us improve! Your agent will ask a few Connect with me on

questions and send Gaurav your feedback. LinkedIn.


https://ocelliq.com/astar-lr
https://www.linkedin.com/in/gauravmanek/
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